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Abstract—In a formal data analysis workflow, data validation is a necessary step that helps data analysts verify the quality of the data
and ensure the reliability of the results. Data analysts usually need to validate the result when encountering an unexpected result, such
as an abnormal record in a table. In order to understand how a specific record is derived, they would backtrace it in the pipeline step by
step via checking the code lines, exposing the intermediate tables, and finding the data records from which it is derived. However,
manually reviewing code and backtracing data requires certain expertise, while inspecting the traced records in multiple tables and
interpreting their relationships is tedious. In this work, we propose HYPNQOS, a visualization system that supports interactive data lineage
tracing for data transformation scripts. HYPNOS uses a lineage module for parsing and adapting code to capture both schema-level and
instance-level data lineage from data transformation scripts. Then, it provides users with a lineage view for obtaining an overview of the
data transformation process and a detail view for tracing instance-level data lineage and inspecting details. HYPNOS reveals different
levels of data relationships and helps users with data lineage tracing. We demonstrate the usability and effectiveness of HYPNOS
through a use case, interviews of four expert users, and a user study.

Index Terms—Data Transformation, Data Lineage Tracing, Program Debugging

1 INTRODUCTION

Data validation is a necessary step in a formal data analysis
workflow that assists data analysts in ensuring data quality.
Many data analysts use programming languages (e.g., R or
Python) to process data and employ established validation
methods (e.g., validation rules like range checking and
wrangling routines like null filling) to ensure the quality
of tabular data. However, due to the variety of data quality
issues, they may still encounter abnormal results during
analysis. Furthermore, distinguishing between programming
errors, data quality issues, and unexpected data facts often
requires manual judgment. In order to make sense of the
analysis result, they need to verify both the data and the
processing pipeline and explain how the result is derived.
To understand how a specific result is derived, data
analysts usually need to perform ad-hoc (i.e., result-driven)
data validation by backtracing it in the data pipeline. For
example, in the analysis of the growing trend of COVID-
19 deaths, a data analyst found that the growth rate of the
weekly deaths in Honduras is significantly higher than that of
the other countries. To understand how this outlier is derived,
he checked his code for errors in data transformations (DTs).
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Then, in order to know how the growth rate was derived and
which values it was derived from, he cached the intermediate
results of previous steps and retrieved the records involved
in the computation according to his knowledge. Since the
dataflow between the original dataset and the final result
contains multiple DT steps, backtracing within a single
step did not answer his question. The analyst traced the
DT operations and intermediate results step by step until
he could understand why the growth rate of Honduras is
extremely large. Ad-hoc data validation via data tracing is
helpful and even necessary for data analysts. However, this
process could be tedious and requires certain skills.

Data lineage (DL) methods are leveraged to help data ana-
lysts verify the data by capturing the process of transforming
data. DL, or data provenance, describes “where data came
from, how it was derived, and how it was updated over time”
[1]. According to granularity, DL methods can be divided
into two categories: schema-level (coarse-grained) DL, which
helps track the datasets and data fields used to produce an
output dataset; instance-level (fine-grained) lineage, which
helps track the exact data items in datasets used to produce
an output data item. In many cases, data analysts need
DL methods, especially instance-level DL methods, to help
them validate data details. Instance-level data lineage tracing
(DLT) algorithms have been studied, but it requires certain
expertise to perform queries, and it is tedious to interpret
traced results step by step.

Researchers have proposed a number of visualization
methods to help users analyze DL and understand DTs.
Traditionally, node-link diagrams (e.g., VisTrails [2]) and
Sankey diagrams (e.g., PROV-O-Viz [3]) are used to present
DL graphs. These methods can be used to visualize data
pipelines and the column-wise relationships between two
tables, but they cannot effectively present the semantics
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(i.e., key information such as transformation type, involved
columns, and row-wise changes) of DTs . Recent works, such
as SOMNUS [4] and Datamations [5], explore glyph designs
and animation techniques respectively for communicating
DT semantics and probing data pipelines. These two methods
are effective in presenting the semantics of a single DT step,
but they merely support visualizing multi-step data relation-
ships such as the lineage of a specific column. Moreover,
none of the existing visualization methods supports both
schema-level and instance-level DLT for DT scripts.

In this work, we explore how visualization can be utilized
to support DLT tasks for DT scripts. During the long-term
collaboration with two data analysts, we summarized the
user tasks and proposed a series of design considerations.
Based on the user tasks and design considerations, we
propose a new visualization system, HYPNOS. HYPNOS
consists of a lineage module and a visualization interface.
The lineage module leverages the program adaptor from
SOMNUS [4] to extract DT semantics from the code and
captures both schema-level and instance-level DL through a
lineage tracker. Following the mantra for visual information
seeking by Shneiderman [6], the visualization interface
adopts a coordinated dual-view design that includes a
lineage view and a detail view for representing different
levels of DL. Through the lineage view, users obtain an
overview of the data pipeline, get access to the DT operations
and the intermediate tables in the pipeline, and trace schema-
level DL. Then, they can expose the intermediate tables,
trace instance-level DL of data items, and inspect the details
of the traced results on demand. HYPNOS can be applied
to facilitating DLT tasks of DT scripts with tens of DT
opertations and millions of data records. We present a use
case, expert interviews, and a user study to demonstrate the
usability of HYPNOS and discuss the derived implications.

The major contributions of this work are as follows:

e The problem characterization and design considerations
for multi-level DL visualization.

e A novel visualization system named HYPNOS for sup-
porting interactive DLT and a prototype implementation.

e A use case, expert interviews, and a user study for
demonstrating the usability and effectiveness of HYP-
NOS, and several implications derived from them.

2 RELATED WORK

The related work mainly includes visualization of DL, visu-
alization of DTs, and visualization for program debugging.

2.1

In recent years, researchers have proposed a series of
visualization methods to help users analyze DL and gain
insights for data governance [7]. A common solution is to
represent DL graphs as node-link diagrams (e.g., VisTrails
[2] and AVOCADO [8]). Like many other types of data (e.g.,
publication relationships [9], [10], [11], social networks [12],
probability network models [13], [14]), data lineage is also
in a graph format, which is very suitable for representation
using node-link diagrams [15], [16]. Besides, visualizations
such as Sankey diagrams (e.g., PROV-O-Viz [3]), radial-based
tree layout [17], and Lamport diagrams [18] are leveraged to
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present DL. Although these methods can effectively visualize
schema-level data lineage, they merely support instance-
level DLT of tabular data across multiple steps of DTs. More
recently, TACO [19] adopts matrices to help users inspect
the detailed differences in pairs of homogeneous tables, but
it does not support heterogeneous tables and instance-level
drill-down operations. Datamations [5] uses animations to
convey the exact transitions of data, but animations would
result in challenges in recalling the relationships among
the data items. In our work, we adopt a mixed approach,
which combines a lineage view and a detail view to visualize
different levels of DL. The lineage view uses a novel visual
design that presents schema-level DL in a node-link style for
providing users data pipeline overviews while presenting DT
semantics and supporting schema-level DLT. The detailed
view presents tables in a spreadsheet format and allows users
to trace data items and inspect details on demand.

2.2 Visualization of Data Transformations

Visualization-based methods have been proposed for a wide
range of tasks related to DT, such as data wrangling [20],
[21] and data integration [22], [23]. Since the previous
subsection has already covered DL visualizations, which
involve visualizing DT pipelines, we mainly focus on those
works that visualize DT semantics in this subsection.

A common method for representing DT semantics is
glyphs in a grid style. For example, Kasica et al. [24] leverage
colored grids to illustrate the taxonomy of DT operations
in computational journalism. SOMNUS [4] presents a de-
sign space for visualizing the semantics of individual data
transformations and a prototype system for demonstration.
In addition to glyphs, animations are used to communicate
algorithms and DTs. Animation-based methods such as Data-
mations [5] can well depict detailed information about data
and clearly explain DT processes. However, as mentioned
in the previous subsection, animation-based methods are
ineffective in the scenario of instance-level DLT due to the
challenges in recalling the DL. Glyph-based methods such
as SOMNUS can effectively explain the overall DT process
and the specific semantics of each DT step through a glyph-
based graph. However, it is difficult to present column-level
DL due to its inconsistent visual encoding across different
DT steps. Generally, existing methods cannot well support
scenarios that involve multi-step DTs. Furthermore, none of
them can present multi-level DL.

In our work, we propose a novel visualization system
named HYPNOS to support DLT tasks. HYPNOS consists
of a lineage module (backend) and a visualization interface
(frontend). The lineage module leverages the program adap-
tor from SOMNUS to parse code and uses a lineage tracker to
capture DL. The visualization interface adopts a coordinated
dual-view design, which consists of a lineage view and a
detail view. For designing the lineage view, we explore the
design alternatives and extend the glyph design of existing
work to derive a concise and consistent DL representation,
which is more suitable for DLT scenarios that involves tracing
multi-steps of DT. The detail view supports instance-level
DLT, which facilitates the process of fine-grained DLT and
data validation. We connect the two views while ensuring
the stability and independence of the contexts required for
both coarse-grained and fine-grained tasks.
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2.3 Visualization for Program Debugging

Program visualization leverages graphical representations
to illustrate the developing idea, execution behavior, data,
or structure of a program [25], [26]. Numerous attempts
have been proposed to facilitate the debugging process.
Some efforts have been mail to display code-related or task-
specific information about the program execution, such as the
runtime state [27], [28], interactive overviews of heaps [29],
object mutation [30], or the resource behavior on control flow
[31]. Some tools record a history of the execution or allow
back-stepping in the debugger to provide additional context
[33], [34]. Others can expose program behavior by utilizing
in-situ visualizations within code [36], [37], [38], [39], or by
introducing visualizations within integrated development
environments [40], [41]. In addition, FireCrystal [42] and
Timelapse [43] visualize and navigate program states to
support recording, reproducing, and debugging interactive
behavior in web applications. However, none of them can
identify and fix bugs concerning the DT semantics in data
wrangling programs. SOMNUS [4] is an exception, which
visualizes the DT semantics by a glyph-based provenance
graph, while it hardly helps in figuring out issues in data. In
our work, we not only present DT semantics to help users
check code, but also allow users to address data quality
issues through tracing and inspecting data of interest.

3 UsER TASKS AND DESIGN CONSIDERATIONS

We were motivated to design HYPNOS by a data analysis
project, in which we provided a government department
with an analysis report of the Covid trend weekly for more
than half a year. In this project, we worked closely with two
data analysts who have more than five years of experience.
First, the analysts processed data using Python scripts. Then,
we generated visualizations and analysis reports in our
system using the processed data. Ad-hoc data verification
through DLT is an important part of their work. In the data
analysis reports, we might find some unexpected results.
These results might either reflect a data fact or result from
quality issues in the data. To validate these results, we
gave them feedback about the data they provided, and they
located and solved the data quality problems, or provided us
with explanations to prove that the data was reliable. In this
process, they generally need to make sense of how the data
is transformed, where the data is derived from, and what
the original data is. In order to understand their needs, we
observed their workflow and discussed with them during the
cooperation. According to the observations and discussions,
we summarized four important tasks of their DLT process.
Based on these tasks, we propose four design considerations.

3.1

T1 Review the Data Pipeline. Before looking for specific
issues, data analysts would first review the data pipeline
to recall and check the overall data processing logic.
They often maintain multiple scripts and switch between
different contexts. Through reviewing the code, they
recall the general process and the involved DT operations.
This helps them obtain a rough overview of the data
pipeline, which facilitates the downstream tasks.

User Tasks

3

T2 Check Data Transformations. To ensure the correctness
of data processing, data analysts need to check the in-
volved DTs. They need to locate the key data operations
and check the code as well as the execution result. When
they find the operations are incorrect, they would modify
the code, rerun it, and check the result again. In other
cases, they validate the DT operations and trace the DL
to locate the problems in the data.

T3 Trace Data Lineage. To find the problems in data, data
analysts would trace the DL of a target result. The target
result consists of one or more data items in an output
table. Data analysts need to find the DTs and the exact
data items in the input tables that contribute to the result.
From the data source to the final result, a data pipeline
usually involves multiple DT steps, it is difficult for users
to make sense of the process once. Therefore, users need
to iteratively trace the DL by locating a DT operation
and exposing the intermediate result step by step.

T4 Inspect Data Details. After the data is traced, data ana-
lysts would inspect the details to observe data patterns
and determine whether there exist quality issues. For
simple data, they would display the data through code
functions (e.g., print(df) in Python). For complex data,
they may export data and rely on external tools (e.g.,
Excel) to inspect the data. In this process, in addition to
observing the traced data items, users may also inspect
other data in the table, which serves as the context.

3.2 Design Considerations

C1 Concise Overview of Data Pipeline. In order to help
users review the data pipeline (T1) and obtain an
overview, a concise graph representation is necessary.
Initially, to avoid being overwhelmed by too many
details, users need an overview of DL to help them better
accomplish the task of schema-level DLT (T3). Details
can be exposed on demand through further interactions.
Intuitive Representations of Transformation Semantics.
Users need to verify whether they have performed the
correct DTs (T2) according to the relationship between
the input and output. To achieve this, they should
be allowed to see the semantics of the DT intuitively.
Intuitive representations of DT semantics would also
help users summarize the data pipeline (T1) and locate
the interested operations and data (T3).

Explicit Revelation of Data Lineage. Explicitly revealing
DL is necessary for supporting interactive DLT (T3).
Users need column-level DL to help them validate the
general DT process and row-level DL to help them locate
specific data items. Explicit column-wise and row-wise
data relationships also help users verify the correctness
of DT operations (T2).

Multi-scale Inspection of Traced Details. After data
tracing, users should be able to see the details (T4), so
that they can find problems. Users need to observe the
pattern of the traced data to determine whether there are
data quality issues. Since the amount of data could be
large or small, we need to provide a multi-scale method
to help users inspect the data.

C2

C3

C4
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Fig. 1. The architecture of HYPNOS. HYPNOS takes a DT script and the underlining table files as input (A). The lineage module (B) consists of a
program adaptor for adapting code and a lineage tracker for capturing DL. The visualization interface (C) consists of a lineage view and a detail view

for supporting schema-level and instance-level DLT tasks, respectively.

4 DEesIGN oF HYPNOS

The architecture of HYPNOS (Figure 1) consists of two parts:
a lineage module and a visualization interface. The lineage
module takes a script and one or more tables as input
and extracts DT semantics of each line of code through
a program adaptor from SOMNUS [4]. Then, it captures
both schema-level and instance-level DL and provides DLT
services through a lineage tracker. Based on the extracted
DT semantics, the lineage view provides a lineage graph,
which represents the DT pipeline of the script. Users can
double-click the tables in the lineage graph to display them
in the detail view. The lineage view and detail view support
interactions for tracing columns and rows, respectively.

In this work, DL is obtained by parsing the input-output
data relations in step-by-step DT operations. To facilitate il-
lustration, we denote the input-output data relations between
one step as “table/column/row-wise relationships” and the
DL across multiple steps as “table/column/row-level DL”.

4.1

In the lineage module (Figure 1 B), HYPNOS leverages a
program adaptor for parsing each line of code to 1) extract
function parameters, 2) resolve input-output relations, and
3) inference DT type. Based on the result of the program
adaptor, HYPNOS uses lineage tracker for capturing both
schema-level and instance-level DL. Since the program
adaptor is borrowed from SOMNUS [4], the paper only
provides a brief introduction of it.

Lineage Module

4.1.1 Program Adaptor

The work flow of the program adaptor consists three steps:
Program Execution. Given the input script and data files,
the program adaptor first executes the script to cache the

output tables (i.e., the intermediate results) of each line of
code, which serve for extracting DT semantics.

Code Parsing. The program adaptor uses rule-based code
parsers to extract function parameters and input-output
relations of tables and columns from each line in the script.
For a certain toolkit in a programming language (e.g., Pandas
in Python), the code parser mainly relies on a set of regular
expressions and rules to parse the code.

Transformation Inference. After parsing the code, the pro-
gram adaptor would infer the transformation type of each DT
function. The space of transformation types is summarized
by Kasica et al. [24], which consists of two dimensions. The
first dimension contains five types of operations: Create (0:1),
Delete (1:0), Transform (1:1), Separate (1:N), and Combine (N:1).
The second dimension contains three types of data: tables,
columns, and rows. To complete the task of transformation
inference, the program adaptor uses a manually crafted
mapping between functions and transformation types.

4.1.2 Lineage Tracker

HYPNOS captures both schema-level and instance-level DL
through a lineage tracker. Capturing schema-level DL is
straightforward, which can be achieved through resolving
the input-output relations of each line of code. To capture the
instance-level DL, we design and implement a fine-grained
DL component inspired by by Smoke [44], which adopts row
indexes (RIDs) to track the row-level DL. According to the
DT type, the lineage tracker either inserts RIDs into the table
through revising the function parameters of a DT operation,
or uses existing keys (e.g., group key) to record the DL.
Schema-level Data Lineage. Schema-level DL includes table-
level DL and column-level DL. Table-level and column-level
DL can be obtained from the table-wise and column-wise
data relations obtained by the program adaptor.

© 2025 IEEE. All rights reserved, including rights for text and data mining and training of artificial intelligence and similar technologies. Personal use is permitted,

but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.



This article has been accepted for publication in IEEE Transactions on Visualization and Computer Graphics. This is the author's version which has not been fully edited and

content may change prior to final publication. Citation information: DOI 10.1109/TVCG.2025.3552091

JOURNAL OF IATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015

TABLE 1
Summary of the DTs supported in our work.

Data Type  Operation = Col-Wise Value Changes Example
Tables Create - load table
Delete - drop table
Transform No fill_na; sort
Separate No subset
Combine No join; concate
Columns Create - add columns
Delete - delete columns
Transform Yes transform
Separate Yes split columns
Combine Yes combine columns
Rows Create No add rows
Delete No filter
Transform No edit
Separate No duplicate
Yes split
Combine No group
Yes sum

To better support column-level DLT, we categorize the

columns involved in a DT operation into three types: lineage
columns, directly involved in the transformation of the
traced column; contextual columns, not directly involved
in the calculation of the traced column but can impact the
calculation result; and irrelevant columns, not involved in
the transformation of the traced column and do not affect
the calculation result. For example, consider a data analyst
tracing the “value” column during the DT operation shown
in Figure 1. Each cell in “value” in TBL_3 is derived from the
“value” column in inp2, making the “value” column a lineage
column in inpl. Although the cells in the “mult” column
in inp1 does not directly participate in the calculation, any
changes in these cells will affect those in the “value” column.
Therefore, “mult” is a contextual column. Regardless of the
changes in the cells of the “size” column in inp1, the result
of “value” in TBL_3 would not be affected. Thus, “size” is an
irrelevant column when tracing “value” in this operation. The
typical examples of contextual columns in DTs are groupby
fields, join keys, and filter conditions.
Instance-level Data Lineage. Instance-level DL includes row-
level DL and cell-level DL. Row-level DL is achieved mainly
by inserting and preserving RIDs. For a pair of input and
output tables TBL1 and TBL2, the lineage tracker inserts an
_RID column into TBL1, which contains the row indexes
of TBL1. Then, it adapts the code (if necessary) to make
ensure that TBL1._RID would be involved in the DT process
and becomes a column in TBL2. Finally, it renames _RID
in TBL2 to _PRID (which means previous RID) and then
obtain the row-wise relationships between TBL1 and TBL2
by mapping TBL2._PRID to TBL1._RID. After resolving both
column-level and row-level DL, cell-level DL can be captured
by combining them.

4.1.3 Data Transformation Space and Failure Cases

Table 1 shows the summary of the DTs supported in our work.
As mentioned previously, Kasica et al. [24] present a space for
characterizing transformation types, which consists of two
dimensions (operation class and data type). We extend their
space by characterizing whether it involves column-wise
value changes in each DT type. During the DT process, some
operations do not change the values of data items but rather
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Fig. 2. Visual representations of different types of data transformations.
We use rectangles and arrows to represent table-wise (A) and row-wise
(B) data changes and relationships. We use curves to indicate column-
wise value changes (C).

result in the addition, duplication, deletion, or reordering of
values. Common examples of these operations include join,
filter, and sort. On the other hand, some operations do change
the values, such as performing arithmetic operations on a
column or calculating new values based on the content of
two columns. We focus on the changes in columns (or fields)
because columns are the most important data objects in the
DT process. Not only are many DT operations performed on
columns, but also many table-wise operations (such as join)
and row-wise operations (such as filter, sort, and aggregate)
often depend on the content of specific columns. In many
cases, changes in column values often imply a change in
their real-world semantics. For example, when we aggregate
the daily new deaths, we obtain the weekly new deaths,
which represents a different level of data granularity. It is
important to note that besides column-wise operations, row-
wise operations (Separate Rows and Combine Rows) can also
lead to column-wise value changes, as exemplified by the
aggregate operation mentioned earlier.

Similar to SOMNUS, HYPNOS would skip non-
assignment statements (e.g., if ... else ...) and support only
a limited set of DT operations. When encountering an
unsupported DT operation, we regard it as a black box
function and the lineage tracing would be interrupted. More
details about the limitation and scalability issues can be
found in the supplemental materials.

4.2 Visual Design
4.2.1 Lineage View

To support scheme-level DLT, we provide a lineage view to
help users check the DT process and trace coarse-grained DL.
The lineage view adopts a glyph-based method (Figure 2) to
provide the context for supporting fine-grained DLT tasks.
The glyphs from existing methods (e.g., SOMNUS [4] and
Table Scraps [24]) can effectively represent individual DT
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Fig. 3. Difference between the glyphs of existing methods (A) and
HYPNOS (B) when applied to a lineage graph.

operations. However, they entail separate glyphs to represent
consecutive steps (Figure 3 A), which causes redundancy and
inconsistency: although the output table from the previous
step and the input table for the next step are essentially the
same table, two distinct table metaphors with inconsistent
visual representations are redundantly used. This not only
leads to a decrease in spatial efficiency, but also affects users’
ability to trace column-level DL. In our method, we aim
to combine consecutive steps (Figure 3 B) to simplify DL
(C1) while better supporting column-level DLT (C3). In the
following paragraphs, we first introduce the glyph design of
HYPNOS (Coloring, Column-wise Relationship, and Row-
wise Relationship) and then illustrate how we apply the
glyphs to the lineage view (Lineage Graph and Interaction).

Coloring. In the glyphs used by SOMNUS [4] and Table
Scraps [24], color is used to encode rows and columns
respectively for operations that cause row changes and
column changes (Figure 3 A). To avoid confusion (C2) as well
as to support column-level DLT (C3), we use color to encode
column-level DL (Figure 3 B). For a column C, if C has one
parent (the column which it is derived from) or two parents
with the same color, C’s color would be identical with its
parent(s). Otherwise, we would encode C with a different
color (Figure 2 C5). In the default mode (Figure 1 C), the
columns in a table loaded from external files are assigned
different colors by a categorical color scale. When the number
of columns in the data is limited, this mode can clearly
display the column-level DL, allowing users to complete
column-level DLT tasks without relying on interactions.
However, when there are too many columns, this mode
would probably result in visual clutter and color confusion
in the lineage view. To address this issue, HYPNOS provides
a focus mode, where the columns are gray at the beginning
and would be colored when they are traced (Figure 4; note
that the triangle marks on the context columns would also
be colored). Based on the experience of our domain experts,
DLT tasks do not involve many columns in most cases. Thus,
the focus mode can be applicable to the majority of cases.

Column-wise Relationship. In subsubsection 4.1.3, we
clarified column-wise value changes in different DTs. When
tracing column-level lineage, user often pay more attention
to the column-wise value changes. To make the column-
wise value changes intuitive (C2), we highlight the input
and output column pairs which involve column-wise value
changes through linking them with curves (Figure 2 C3-
C5). In representing 0:1 and 1:0 column-wise relationships
(Figure 2 C1 and C2), we do not adopt use glyphs similar
to the glyphs for representing 0:1 and 1:0 table-wise rela-
tionships (Figure 2 Al and A2), for two main reasons. First,
when representing tables, an empty rectangle representing
0 must be in a start or end position, with no preceding or
following step, thus avoiding ambiguity. However, a column
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Fig. 4. Applying glyphs to the lineage graph. This figure shows the focus
mode for coloring.

representing 0 can appear in intermediate tables, which
may lead to confusion (it is unclear whether it represents
0 in the previous step or the next step). To address this
issue, we have to introduce curves, which conflicts with our
intention of using connections to emphasize column-wise
value changes. Second, 0:1 and 1:0 column-wise relationships
do not require emphasis since they are not prone to errors
and are obvious during column-level DLT (as they are the
starting and ending columns). Consequently, our primary
consideration in designing these two types of operations is
to differentiate them to avoid confusion. To achieve this goal,
we use empty grids (Figure 2 C1) to represent 0:1 relationship
and shadow (Figure 2 C2) to represent 1:0 relationship.
Row-wise Relationship. Our visual design of row-wise
transformations (Figure 2 B) is intended to make it intuitive
(C2) to find that an operation involves row-wise changes
and which type of row-wise relationship is involved while
reading the lineage graph. Due to the occupation of the
color visual channel and the need to combine operations
for consecutive steps, we cannot use color and the number
of rows like existing methods. Instead, we use arrows to
represent the quantity relationship between inputs and
outputs. Arrows are commonly used and provide an intuitive
depiction of quantity relationships.

Lineage Graph. Figure 4 shows how we apply the glyph
design to the lineage graph. We present the function name
on the edge (the arrows) of each DT to help users obtain the
specific function type. We add triangles above the contextual
columns (see subsubsection 4.1.2) in the input table. When
there are too many columns in the table, displaying all the
columns will take up too much space. In a table, if a column
is not involved (as an output/input column) in both the
preceding and subsequent operations and has not changed,
we will narrow its width to save space. We do not hide it to
avoid confusion. For two consecutive DT steps, we connected
them by combining the output table of the previous step with
the input table of the next step. The combination of two steps
of DTs causes no conflict. However, we may encounter the
situation that an output table is the input of two or more
DTs. In these case, we do not combine these representations
to avoid conflict. We use double arrows to indicate that the
connected nodes actually represent the same table (Figure 4).
Interaction. When users hover over a column, HYPNOS
would show the column name (Figure 4). In the lineage
view, we mainly support two types of interactions: trace
and expose. Users are allowed to trace the DL of a table or
a column (Figure 8). The traced tables or lineage columns
are highlighted by making the other tables and columns
transparent. When users trace column-level DL, the triangles
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Fig. 5. Visual encoding for different data types in the detail view and the
result of tracing data items.

above the context columns would not be transparent, as
to indicate that these columns also have an impact on the
traced columns. Through this design, we allow users to
focus on the traced column without being distracted by
irrelevant columns, while also being aware of the presence of
context columns. When users double-click a node, the system
exposes it in the detail view to show its details. We apply
black borders to the exposed tables to help users associate
tables in different views. Note that if a user first traces a
column and then expose a table, only the traced columns
would be displayed in the table; but if a user first expose a
table and then trace a column, the content of the exposed
table would not be changed for the stability of the context.

4.2.2 Detail View

To support instance-level DLT, we provide a detail view to
help users trace fine-grained DL and inspect details (C4).
Visual Encoding of Tabular Data. To fit the habits of users,
we present tables in a spreadsheet form (Figure 5). The color
encoding is consistent with that in the lineage view. We use
bars (length) to present numeric data and ticks (position)
to present ordinal data. When users zoom out and the text
cannot be clearly presented, we use barcodes (shape) to
present categorical data (Figure 6). We do not use colors
to encode categorical data primarily because colors were
already occupied, and colors can hardly deal with a large
number of categories. The advantage of barcodes is that
they are scalable both in quantity (i.e., we can easily design
a set of barcodes to encode thousands of categories) and
in space (i.e., the height of a barcode can be compressed
to 1 pixel). In addition, when multiple same barcodes are
vertically juxtaposed, they can form a whole in space. This
feature help users distinguish groups of identical items and
identify whether a group of data items encoded in barcode
are the same (Figure 6). The drawback of barcodes is that
they are difficult for users to remember and search, and thus
it is difficult for identifying or comparing items across views.
Considering this drawback, we only use barcodes when the
text is not legible.

Interaction In the detail view, the user may zoom a table
to control the number of rows displayed. We support
sorting and filtering (Figure 5 A), two common tabular
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Fig. 6. The Comparison of various approaches for showing categorical
data. (A) a larger font size results in less items displayed; (B) a smaller
font size results in poorer readability; (C) a normal font size with less row
height results in occlusion; (D) barcodes show grouped identical items.

data operations. When users perform column-level DLT,
the columns displayed by default are consistent with the
traced columns in the lineage view, to help users focus on
the traced columns. The core functionality we support in
this view is instance-level DLT. When users click a row, we
will add links to the rows used to generate the row or cell
in the previous table and highlight them through changing
the background color to gray. Besides, users can focus on the
traced rows by hiding the irrelevant data and display the
columns needed for context through interaction (Figure 5
B). Users are allowed to trace data across multiple steps in a
skipping manner. Rows that are not displayed are indicated
by numbers and direction arrows (Figure 5 C).

4.3 Justification for Multi-View Design Choice

In our work, users view the DT process and trace column-
level DL in the lineage view, and trace fine-grained DL and
examine data details in the detail view. In addition to the
current approach, there are two design alternatives.

One approach is to use a single detail view, where users
are initially presented with data tables and encode the
information from the lineage view into the detail view. The
problem with this design is that it can easily overwhelm users
with too much information at once, leading to information
overload and violating the mantra for visual information
seeking by Shneiderman [6].

Another design choice is to allow users to combine Focus
+ Context in the lineage view, directly expanding the tables
and tracing the details. However, we did not adopt this
design primarily due to the following considerations. First,
DLT is a highly iterative process, and users require a stable
lineage view. After completing a fine-grained DLT task, users
need to return to the coarse-grained pipeline to find the next
target table or column for tracing. Users require a stable
lineage view as the context for completing coarse-grained
DLT tasks, and adopting the Focus + Context approach
makes it challenging to maintain the stability of the context
since the expanded tables require considerable space. Second,
users often jump during the process of DLT. They do not
have to examine DT operations and intermediate tables one
by one. Instead, they often jump several steps to check an
operation or table they suspect, based on their experience
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Fig. 7. HYPNOS presents the DL extracted from a data transformation script for analyzing the trend of Coronavirus deaths at different levels of detail.
The interface consists of (A) a script panel which shows the script, and two visualization components: (B) a lineage view for presenting the data
pipeline, which supports table-level and column-level DLT; (C) a detail view for presenting the intermediate tables in the data pipeline, which supports

row-level DLT and allows users to inspect details.

or intuitiveness. To display the fine-grained lineage between
two tables that are several steps apart, it is necessary to hide
the intermediate tables and operations. However, this can
disrupt the contextual information in the lineage view.

Our current approach ensures the stability and inde-
pendence of the contexts required for both coarse-grained
and fine-grained tasks, preventing them from interfering
with each other. The drawback is that both views require
space, and it requires some effort to connect the information
between the two views.

4.4 Implementation

HYPNOS is implemented as a web application with a Python
server. The backend server is built with Flask [45]. The
program adaptor is from SOMNUS [4]. The frontend is built
in Vue.js [47]. In the script panel, we utilize Monaco Editor
[48] to present the code. In the lineage view, we use Eclipse
Layout Kernel [49] for generating node positions and D3.js
[50] for drawing visual elements. In the detail view, we use
vxe-table [51] for displaying tabular data.

5 EVALUATION

In this section, we present a case study, an expert interview,
and a user study to illustrate the usability and effectiveness
of HYPNOS. Due to the limitation of space, additional cases
and details are placed in the supplementary materials.

5.1 Use Case: COVID Analysis

A data analyst analyzes the trend of COVID-19 in various
countries and locations. He uses HYPNOS to help him verify
an abnormal result derived from his data processing script.

The script for weekly analyzing the trend of COVID-19
deaths in various countries and regions around the world.
After the output table is used in a downstream data analysis
task, his collaborators ask him to check one particular record
in the data: growth_rate (of weekly deaths) of Honduras is
significantly larger than that of other countries (Figure 7 C1).
The collaborators want him to validate his data processing
and explain to them how the record is generated.

In order to solve the concerns of the collaborators, the
user needs to verify the data. Traditionally, he would briefly
review the data pipeline and then figure out how growth_rate
is generated in the code. He would check the key DT
operations to ensure there are no errors and examine data
details by displaying intermediate results, such as executing
“print(df)” after specific operations. With HYPNOS, he could
do this in a more intuitive way. He uploads the data and
script to HYPNOS and clicks Run button. The system then
generates a lineage graph (Figure 7 B) that represents the
data pipeline. He briefly reviews the pipeline by reading
the lineage graph from left to right to see whether there is
any obvious mistakes. The script first creates a table (df) by
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reading an external file, and selects three columns (see the
leftmost two steps in Figure B). Then, it performs two filter
operations on df and gets two different output tables (lw and
tw). Afterwards, it performs sum on each of the two tables
and gets lw_sum and tw_sum. Then, it merges the two output
tables to get mr. After that, it performs a filter operation on
myr and finally combines two columns to get the output.

After reviewing the pipeline, he traces the DL of
growth_rate (Figure 8 A) to focus on how it is derived.
Hovering on the edge of the last operation (Figure 8 A),
he finds that growth_rate is generated from new_deaths_x
/ new_deaths_y — 1. He further traces new_deaths_x and
new_deaths_y to see how they are derived (Figure 8 B and C).
He could see that both new_deaths_x and new_deaths_y have
gone through a filter operation and then a sum operation.
He decides to check the two filter operations since they are
critical and prone to errors. By hovering on the edges of the
filter operations, he checks them and makes sure that both
filter conditions are correct.

After checking the overall pipeline and the critical DT
operations, the user starts to check the specific data. Note that
in this case the user performs some column selections, which
are omitted for the simplicity of illustration. He exposes mr
(Figure 7 B1) and sorts it according to growth_rate (Figure 7
C1). Then, he finds that the growth_rate of Honduras is indeed
significantly greater than that of other countries. To know
how this value is derived, he exposes its input table (Figure 7
B2) and trace the row-level data lineage (Figure 7 C2). Bob
finds that the new_deaths_x and new_deaths_y of Honduras
are 79 and 204 respectively. Unlike those countries which
have no more than 10 deaths in the last week, 79 is quite
a normal number for a country like Honduras. He cannot
conclude that the extremely large growth_rate of Honduras is
due to a small denominator. In order to know how these two
values are derived, he exposes lw_sum (Figure 7 B3), tw_sum
(Figure 7 B4), lw (Figure 7 B5) and tw (Figure 7 B6). He then
clicks on the row containing Honduras in mr and traces the
row-level lineage in the other tables. Since it is not necessary
to compare the daily new deaths of Honduras to that of the
other countries, he only keeps the traced data in Figure 7 C5
and C6. Then, he checks the daily new deaths of Honduras
in the last week (Figure 7 C5) and this week (Figure 7 C6).
He finds that new_deaths of Honduras in 2020/08/26 and
2020/08/27 are comparatively large. In order to see the trend
of Honduras in a longer period, he exposes df (Figure 7 B7),
filters out the other countries, and scales the table (Figure 7
C7). From Figure 7 C7, he ensures that these two values are
normal according to the history of Honduras. After figuring
out why the growth_rate of Honduras is large, he makes an
explanation to his collaborators. He provides the snapshot of
the detail view as evidence to support his explanation.

In general, the data analyst benefits from:

o An intuitive overview of the script (C1), which helps
them review the data pipeline (T1) and provides the
context for schema-level DLT tasks (T3).

o Clear representations of DT semantic (C2), which helps
them locate and check interested DT operations (T2).

« Explicit revelation of different levels of DL (C3), which
helps them trace DL (T3) and focus on key imformation.

o Convenient access to the tables and traced data items
(C4), which helps them inspect data details (T4).
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Fig. 8. Column tracing of growth_rate (A), new_deaths_x (B), and
new_deaths_y (C). Hovering on the edges, users can see the code
while highlighting the critical columns.

5.2 Expert Interview

To test the usability and effectiveness of our system, we
interviewed four data analysts with more than five years
of experience: two data analysts (E1 and E2) working
in a research institute and a company, respectively; one
postdoctoral researcher (E3) and one research fellow (E4),
both in the field of data science. Among them, E1 and E2
had collaborated with us in several data analysis project (but
were not co-authors of the paper) and used HYPNOS to
complete cases. E3 and E4 were external experts who were
not familiar with HYPNOS. To allow them better evaluate
our system, we introduced HYPNOS and three alternatives:
Jupyter Notebook [53], HEX [52], and SOMNUS [4]. Jupyter
Notebook is a commonly used IDE and a regular baseline.
HEX provides functionality similar to Jupyter Notebook,
while also providing a code-based lineage graph feature.
SOMNUS is a visualization system that provides a glyph-
based lineage graph. Snapshots of these tools can be found
in the supplemental materials.

We first introduced to the experts the background of
our research and the scenario we are focusing on: DLT for
post-hoc data validation. Subsequently, for each of the tool,
we demonstrated the use of the tool through an identical
case. Then we provided the experts with several scripts and
datasets, allowing them to freely explore and experience the
tools. After they had used all of the tools, we conducted a
semi-structured interview with them. We mainly focus on
the effectiveness of HYPNOS in presenting the data flow
(C1) and the semantics of data transformations (C2), and
revealing data lineage (C3) and traced data details (C4). The
entire process lasted approximately one and a half hours.
Visualization. All four experts agreed that 1) glyph-based
methods (SOMNUS and HYPNOS) are more intuitive than
code-based methods (Jupyter Notebook and HEX) in show-
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TABLE 2
The comparison of Jupyter Notebook, HEX, SOMNUS, and HYPNOS.

System Lineage Graph  Table Lineage = Column/Row Lineage
Jupyter None No No
HEX Code-Based Yes No
SOMNUS Glyph-Based Yes No
HYPNOs Glyph-Based Yes Yes

ing the data pipeline; 2) the lineage graph of HYPNOS is
most intuitive and helpful for understanding data lineage.
Furthermore, experts commented that “HYPNOS is more
intuitive than SOMNUS” due to the consistent color encoding
(E1, E2, and E4) and conciseness (E2 and E3). The following
comments from E2 illustrate his need and why he believed
that HYPNOS is more suitable for DL scenarios:

Reviewing an entire script and understanding its logic
is not easy, but understanding a single line of code is
not difficult. The focus (of glyphs) should not be on
explaining a single line of code, but rather on helping
locate the data and critical code. ... The lineage graph in
HYPNOS is more concise and highlights the key points
better. The colors cause no confusion. It more suitable for
data lineage scenarios.

Lineage Tracing. All four data analysts acknowledged the
effectiveness of interactive DLT functionalities in HYPNOS,
which simplify the DLT tasks (E1-3). Coarse-grained DLT
helps them locate/focus on key data and DT operations
(E1-4) and understand the context (E1 and E3). Fine-grained
DLT provides convenient data retrieval (E1, E2, and E4)
and intuitive data relationships (E1 and E3). We cite E1’s
comments to show the effectiveness of HYPNOS:

Interactive data lineage tracing is indeed helpful. Coarse-
grained tracing is valuable for understanding the broader
context (beyond a single step). Fine-grained tracing
provides convenient data retrieval and intuitive rela-
tionships between different data items. This level of
detail facilitates precise troubleshooting, as I can trace
the lineage of specific data items across various stages.

Reviewing Code. HYPNOS supports displaying the code
of a DT operation in the lineage view and detail view. In
scenarios where a user’s focus is to trace the lineage of
specific data items, this feature maybe sufficient. However,
when the user’s focus is on checking and debugging a snippet
of code rather than tracing data, our approach may not be as
effective (E3 and E4). We cite E3’s comments to illustrate the
scenarios where HYPNOS fits and where it falls short:

Displaying the code (for a particular step) in the graph

is a nice feature, as it avoids switching between different

views. It may be sufficient for such cases, but when I find

numerous issues within the data, my task is no longer to

trace specific data items. Instead, I want to thoroughly

check the code. I would need to look at both the code and

the lineage graph, switching between them, which may

not be convenient.

Data Details. In the detail view, we provided some basic
functionalities (sorting and filtering) for the expanded tables,
which are sufficient in many scenarios (E1-3). However, there
is a desire for more advanced features, such as expanding
the table in a new window, allowing users to perform further

10

operations using code, or providing profiling functionalities.
The following comments from E4 show the desire for the
support of further analysis:

In some cases, checking the data alone may not be
enough to make a judgment. Further analyses, such as
examining the data distribution, may be necessary to
better determine if a value is an anomaly. I hope that
it (HYPNOS) could offer additional support for these
analyses. For example, it could allow users to perform
further analysis through coding.

5.3 User Study: HYPNOS vs SOMNUS

This study compares the effectivenss of HYPNOS and
SOMNUS in the DLT scenario. Since SOMNUS does not
support instance-level DL and DLT-related interactions, we
focused on the comparison of different glyph designs and
the common visualization component (the lineage view in
HYPNOS and the graph panel in SOMNUS). To make a fair
comparison, 1) we disabled the tracing functions in HYPNOS
which make the DLT tasks too straightforward; and 2) we
did not include tasks that require fine-grained information
(T4) since the lineage view of HYPNOS and the graph panel
in SOMNUS are not designed for these tasks.

5.3.1 Participants and Experiment Design

Participants. We recruited 12 participants (7 males and 5
females, aged 23 to 29, and all reported normal or correct-
to-normal vision) in this study. 10 of them were graduate
students who majored in Data Science (6) or Artificial
Intelligence (4). 2 of them were full-time data analysts who
worked in a research institution. They all reported to have
experience in using Pandas for processing data (2 reported
0-0.5 year, 4 reported 0.5-1 year, 4 reported 1-3 years, and 2
reported more than 3 years). All reported normal or correct-
to-normal vision. Each of the participants received 50 Chinese
Yuan as a reward.

Tasks and Materials. We adopted a within-subject design to
test how HYPNOS and SOMNUS help users in summarizing
the data pipeline (T1), checking DT semantics (T2), and
tracing columns (T3). According to whether participants
need to pay attention to multiple steps of DTs or a single
step of DT, we characterized these tasks as single-step tasks
(T2) and multi-step tasks (T1 and T3). In order to balance
the learning and sequence effects, we constructed two sets
of tasks, each includes 7 single-step (semantic) tasks and 3
multi-step tasks (1 summarization task and 2 tracing tasks).
To craft the single-step tasks, we designed 14 questions based
on the glyphs generated by the two systems. These questions
cover all 15 (5 Operation Classes * 3 Data Types) of DT types
characterized by Kasica et al. [24] except Transform Rows,
which requires fine-grained information to answer the related
questions. To craft the multi-step tasks, we used two datasets,
one used in the usage scenario of the present paper and one
from SOMNUS. The details of these tasks can be found in
supplemental materials. We denote the two task sets as TS1
and TS2 and the two systems as H and S. The participants
were divided into four groups and each group was assigned
one of the following conditions: [TS1H, TS2S], [TS1S, TS2H],
[TS2H, TS2S], [TS2S, TS2H].
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Fig. 9. Average accuracies and time with 95% confidence intervals.

Procedure. The experiment can be divided into three phases:
test of one system, test of the other system, the questionnaire
and the interview. The procedure of the test of one system is
as follows: [Introduction of the experiment — > Introduction
of the glyph design — > Training — > Single-step Tasks — >
Introduction of the system — > Training — > Multi-step
Tasks]. After they finished the two test phases, they were
asked to rate on the two systems through a questionnaire
(Table 3). The questionnaire is a seven-point Likert scale
(1 - strongly disagree, 7 - strongly agree). In the process of
rating, they were encouraged to explore these two systems
to better evaluate them. Finally, we made a short interview
with each participant to collect their feedbacks. We recorded
the answers and the time for further analysis. The entire
experiment lasted about 45 minutes.

5.3.2 Result

The average accuracies and time are presented in Figure 9. We
did not analyze the accuracies and time for summarizing the
pipeline (T1) since we found that many participants are not
adept at describing DT procedures (even though they might
have a clear understanding internally). We used Student’s t
test to examine the result after ensuring the homogeneity of
variance is not violated. In terms of semantic checking tasks
(T2), there is no significant difference between the average
accuracies (t = 0.920, p = 0.368) and time (t = 0.272, p = 0.788)
of the two methods. In terms of lineage tracing tasks, the
average accuracy of HYPNOS is significantly higher than
that of SOMNUS (t = 3.316, p < 0.01) while the average
time of HYPNOS is significantly less than that of SOMNUS
(t = 2.646, p < 0.05). This indicates that HYPNOS is close
to SOMNUS in presenting the semantics of a DT operation
while it is superior to SOMNUS in presenting DL. The result
is consistent with our observation. During the experiment,
a number of participants could quickly locate the key DT
operations with HYPNOS to answer multi-step questions
while they seemed to be struggling with SOMNUS.

The ratings are presented in Figure 10. HYPNOS is rated
higher on Q1 (summarizing pipeline) and Q3 (tracing lineage)
and has a similar rating with SOMNUS on Q2 (presenting
semantics). The ratings on Q2 and Q3 are aligned with
the performance of semantic tasks and tracing tasks, which
indicates that HYPNOS is similar to SOMNUS in presenting
DT semantics and the superior of HYPNOS in DLT scenarios.

5.3.3 Feedback

From user feedback, we identified a series of commonly
used keywords and summarized three main dimensions
compare and evaluate two systems: consistency, simplicity,
and intuitiveness. We further categorized the participants’
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TABLE 3
Questionnaire.

Q1  The system is helpful in summarizing data transformation pipeline.
Q2 The visual design well presents the semantics of data transformations.
Q3 The system is helpful in tracing data lineage.

P SYStem
! m HYPNOS
c SOMNUS
2,
g2
3 N
S .

3 - .

o 1 2 3 4 5 6 7

Rating

Fig. 10. Average ratings with 95% confidence intervals.

statements into positive and negative comments of two
systems across these dimensions.

Consistency. 9 (of the 12) participants gave positive com-
ments about the consistency of HYPNOS (7) or gave negative
comments about that in SOMNUS (4). Among them, 6
participants mentioned the consistent colors in HYPNOS
(6) or the inconsistent colors in SOMNUS (3). 4 participants
mentioned the inconsistent visual representations of data
objects in SOMNUS (e.g., “It is confusing that the same table
looks so different before and after”).

Simplicity. 6 participants gave positive comments about
the simplicity of HYPNOS (4) or gave negative comments
about that in SOMNUS (6). Among them, 4 participants
commented that there are “too many visual elements” or “too
many details” in SOMNUS; 2 participants commented that
the details in SOMNUS are “hardly available” or “difficult
to read”. 2 participants mentioned that the glyph designs of
both system are simple. 1 participant commented that the
glyph design of SOMNUS is simpler and easier to learner.
Intuitiveness. 6 participants mentioned that HYPNOS is
more intuitive or SOMNUS is less intuitive. Among them, 5
participants attributed the differences to color consistency (5),
the amount of visual elements or details (3), and the graph
design (2). 3 participants mentioned that the glyph designs
of both systems are intuitive. In addition, 1 participant
believe that SOMNUS is more intuitive than HYPNOS.
The participant commented “The design of first system
(SOMNUS) is more intuitive. I did not need to learn it at all.”

6 DiscussioN

HYPNOS distinguishes itself from existing work primarily
through its visualization and interface design. In terms of
visualization design, we have adopted a glyph design that
are more suited for DLT scenarios. We employ a consistent
color scheme and utilize arrows and connections to represent
the relationships between data. Meanwhile, we have strived
to simplified the design while highlighting key DT operations
according to the needs of data analysts. In terms of interface
design, we have adopted two separate but coordinated
views for supporting schema-level and instance-level DLT.
This design primarily takes into account that users will
alternate between scheme-level and instance-level DLT tasks,
and having two views provides the context needed for
each task without interference. HYPNOS offers users an
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intuitive representation of data pipeline and DT semantics,
and provides interactive DLT functions, allowing users to
present data details as needed. HYPNOS provides users with
the context necessary for completing DLT tasks, helping them
focus on key DT operations while intuitively understanding
the relationships between data items. In the following
subsections, we further discuss 1) the implications obtained
from the iterative process of designing, the observation of
our users, and their feedbacks; 2) the limitations.

6.1 Implications

Keep the Overview Simple to Achieve Preferable Design.
Initially, we intended to provide an overview with more
detailed information such as the sizes of the tables and
the parameters of the DT operations. However, during the
iterative discussions with the two data analysts involved
in our study, we realized that more details might lead to
information overload and a concise overview is preferable.
For this reason, we have decided to simplify the design of the
lineage view while providing users with useful information
and interactive features. The feedback from users confirms
the preference and benefits of a concise design, which
highlighted the importance of simplicity in overview designs.
Support Navigation in a Skipping Manner to Improve
Efficiency. As mentioned previously, data analysts do not
necessarily inspect DT operations and intermediate tables
sequentially. Instead, they frequently skip multiple steps
to directly navigate to the key information most relevant
to their interest. To support such navigation, we design
a concise lineage graph with consistent color encoding,
which highlights the critical DT operations they may be
interested in. In the user study, we observed that users
were able to locate key information in a skipping manner
with HYPNOS. The findings from our study indicates that
supporting navigation in a skipping manner helps improve
the efficiency of visual analysis.

Keep the Context Stable to Avoid Context Loss. During our
collaboration with data analysts, we observed that they often
encountered the issue of losing context while using Jupyter
Notebook due to context changes. For instance, after locating
a a table, a data analyst needed to view its details. However,
exposing data details in Jupyter Notebook would cause
the position of the code blocks to change. This alteration
disrupted his previous working context. To address this
issue, we ensure the stability of the contexts required for both
locating and inspection tasks. We suggest that the context
loss due to the unstable context can impose unnecessary load,
which should be avoided.

Use Color Encoding Appropriately to Ensure Effectiveness.
In HYPNOS, we use colors to indicate column-level DL. In
those uncomplicated cases, users can even complete column-
level DLT tasks without the interaction of tracing columns,
which shows the effectiveness of this color encoding method.
However, the space of color for clearly encoding categorical
data is quite limited. When there are numerous columns,
colors can indeed become easily confusing. To address this
issue, we provide a focus mode for coloring that only assign
colors to the traced columns to address this issue. Our
research suggests that it is important to prepare alternative
solutions (e.g., interaction) to address color conflicts and
ensure the effectiveness of color.
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6.2 Limitations

Code Parsing. The program adaptor of SOMNUS [4] is
customized for several popular Python and R packages (e.g.,
Pandas and tidyr). Since we used this program adaptor, HYP-
NOS inherits the limitations of SOMNUS in terms of code
parsing. We do not support other programming languages
(e.g., SQL) and syntaxes unrelated to table transforms (e.g., if
... else ...). To improve the generalizability and the capability,
we would explore more advanced techniques (e.g., large
language models) to enhance the ability in parsing code.
Scalability. The scalability of HYPNOS is limited by the
lineage module as well as the visual design. First, the current
lineage module can hardly support big data scenarios. It
entails caching all the intermediate tables in the pipeline.
When the volume of data exceeds the memory capacity, it
necessitates fetching data from external storage, which conse-
quently incurs significant latency. Second, our visual design
is hardly applicable to wide tables and high dimensional data.
To ensure visibility, the width of the columns should not be
too narrow. Based on our current settings (minimum width of
8 pixels and 1 pixel offset), a maximum of approximately 400
columns can be displayed horizontally in the lineage view
on a 4K monitor. The amount of data that can be displayed
in the detail view is smaller by one order of magnitude.
To make HYPNOS more scalable, we plan to explore more
scalable lineage modules and visual designs in the future.
An interesting idea is to integrate multi-step DT operations
into one step to facilitate both storage and rendering. More
detailed discussion can be found in supplemental materials.
Further Analysis on the Traced Data. HYPNOS provides
a detail view to allow users to inspect table details in a
spreadsheet style. It can help users check data in a single
dimension, or combine category and time information to
do some simple analysis. The it does not support post-
processing procedures (e.g., anomaly detection algorithms or
plotting), and users can only export the traced data and rely
on external tools for further analysis. Presently, we have not
yet summarized the diversified requirements of data analysts
from a wide range of cases. We look forward to completing
this in the future.

Dependence on Interactions. In our work, we use a series
of interactions to help users trace DL and inspect details.
The effectiveness of our visual design significantly relies on
these interactions. Our lineage graph can be applied in an
interactive visualization system for exploring data pipeline.
However, it is probably not effective for illustrating the DL of
columns in a statistic image. In the future, we would provide
more efficient interactions to make HYPNOS easier to use.
Besides, we would explore visual designs that less rely on
interactions, such as using labels and additional links.

7 CONCLUSION

We present HYPNOS, a visualization system that supports
interactive DLT for DT scripts. HYPNOS consists of a lineage
module and a visualization interface. The lineage module
employs a program adaptor to extract the key information
from code and uses a lineage tracker to capture both schema-
level and instance-level DL. The visualization interface
provides users with an overview of the data pipeline by a
lineage view and supports fine-grained data lineage tracing
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by a detail view. We demonstrate the usability of HYPNOS
through a use case, expert interviews, and a user study.

In the future, we plan to extend HYPNOS by employing

an advanced lineage module that supports a wider range of
DTs in different programming languages and captures DL
more efficiently. Besides, we would explore visual designs
that effectively visualize the DL of wide tables and rely less
on interactions. Moreover, we attempt to provide means for
supporting further analysis of the traced data.
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