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AdaLens: Interactive Storyline for Monitoring and
Steering Long-Running Agentic Data Analysis

Yangtian Liu, Yan Miao, Shuhan Liu, Yunfan Zhou, Dae Hyun Kim, Di Weng, and Yingcai Wu

Abstract—Large language models are pushing data science
toward increasingly autonomous and agentic workflows, with
recent systems already supporting multi-step and long-running
analyses. As these workflows become more autonomous, con-
ventional interfaces no longer provide adequate support for
two critical requirements: observability for understanding an
agent’s evolving reasoning and evidence, and steerability for
redirecting low-value directions or deepening promising ones
during execution. Existing interactive approaches improve pro-
cess visibility and open intervention points, but they remain
largely designed for discrete, turn-by-turn exchanges rather than
the parallel branches and evolving decision structures of long-
running agentic analysis. We study this need as interactive
oversight in long-running agentic data analysis and present
AdaLens, an interactive system for monitoring and steering
ongoing runs. AdaLens combines a storyline-based representation
that unifies analytical plans, execution progress, intermediate
findings, and data-column involvement with steering interactions
grounded in these analytical elements for directional guidance
and execution control. We evaluate AdaLens through two case
studies and a user study, examining how it supports analysts in
monitoring and steering long-running agentic data analysis.

Index Terms—storyline visualization, human-AI interaction,
agentic data analysis

I. INTRODUCTION

LARGE language models (LLMs) are driving data science
toward increasingly autonomous workflows [1], [2], free-

ing analysts from tedious manual execution to focus on high-
level sensemaking. Recent agentic systems [3]–[5] push this
trend further by enabling LLM-based agents to conduct end-
to-end data analysis with minimal human intervention. Given
an analytical objective and datasets, the agent formulates ana-
lytical plans, executes them to gather evidence, and iteratively
refines or expands its investigation based on intermediate
insights. Consequently, agentic data analysis becomes a multi-
step, branching, and long-running process that unfolds through
successive cycles of planning, execution, and synthesis over an
extended timeframe. Across these cycles, the agent pursues
multiple analytical directions and uses accumulated findings
and evidence to determine what to analyze next.

As the agent operates with increasing autonomy, the an-
alyst’s role shifts from a step-by-step driver to a high-level
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overseer, making two complementary interface requirements
especially important: observability and steerability [6], [7].
Observability concerns whether analysts can maintain a coher-
ent understanding of the agent’s evolving analytical process—
which directions have been explored, what insights have
emerged, what evidence supports the results, and how the
run has unfolded as a whole. Existing approaches, designed
around turn-by-turn interaction, enhance visibility by exposing
fine-grained details such as transformation provenance [8] and
intermediate data states [6], or by surfacing high-level key
insights [9]. However, they restrict analysts to inspecting out-
comes sequentially, failing to capture the branching directions
and interdependent analytical threads that characterize agentic
analysis. Steerability concerns whether analysts can effectively
redirect the agent’s course when they spot opportunities for
improvement—pruning an unproductive branch, prioritizing a
promising thread, or deepening a specific finding. Existing
steering mechanisms typically operate at the level of individual
analytical units: editing task decompositions or plan steps
before execution [2], [7], manipulating nodes in a dataflow
graph [10], or surgically correcting individual operations mid-
execution [6]. While effective for controlling specific steps,
these mechanisms do not support redirecting the overall course
of an evolving investigation where the agent has accumulated
context across many interdependent steps. When broader redi-
rection is needed, analysts must fall back on natural language
feedback [11], which still forces them to mentally reconstruct
this accumulated context to articulate directional intent.

Therefore, our goal is to support analysts in monitoring
and steering multi-step, branching, and long-running agen-
tic data analysis through structured representations of the
agent’s evolving analytical process and interaction mecha-
nisms grounded in these representations. Grounded in the
characteristics of long-running agentic data analysis and in-
formed by the recurring practice challenges identified through
our six-month collaboration with three experts, as detailed in
section III-B, we formulate two key design challenges:

DC1 (Observability): How to build legible representations
of evolving analytical processes? Long-running agentic data
analysis produces a growing, heterogeneous collection of arti-
facts distributed across many interdependent steps, making the
raw process difficult to follow. Legibility requires addressing
two intertwined difficulties. First, analysts need to inspect
the process at multiple levels of granularity, from tracking
how analytical directions branch to examining specific findings
and their supporting evidence. Because the analytical structure
emerges dynamically as the agent iterates, the representation
must accommodate new elements without disrupting the ana-
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Fig. 1. AdaLens interface for monitoring and steering long-running agentic data analysis through three coordinated views. (A) The chat view records user
and system messages, dispatched plans (A1), and stage/final reports (A2). (B) The storyline view serves as the primary workspace, combining steering tools
(B1), insight-type legends (B2), report anchors (B3), plan/summary cards (B4, B7), data-column traces (B5), atomic insight glyphs (B6), on-demand detail
popovers (B8), and the alternation between finding regions (B9) and converge regions (B10) to reveal stepwise progression and data-grounded analytical
lineage over time. (C) The inspector view summarizes coverage across columns and insight types (C1) and reveals the selected task or finding with linked
evidence such as plots, code, and outputs (C2).

lyst’s orientation. Second, the representation must preserve an-
alytical lineage: how findings and their data grounding remain
connected as the process evolves. Without this traceability,
analysts may struggle to understand how the analysis has
evolved and how its findings remain grounded in the data.

DC2 (Steerability): How to enable precise and timely
steering of ongoing analysis? Given a legible representation,
the second challenge is enabling analysts to act on it effec-
tively. Steering is difficult because interventions span multi-
ple interdependent levels: analysts may need to redirect the
agent’s high-level analytical direction while also managing the
lifecycle of individual plan threads. These levels are coupled,
as a directional shift may render active threads obsolete, and
a newly created plan must be coordinated with the agent’s
accumulated context. Beyond choosing what to steer, analysts
face the problem of when and how to intervene: the agent’s
state evolves continuously, making intervention opportunities
transient, while free-form natural language lacks the precision
to express intent without burdening analysts with context
reconstruction. Effective steering therefore requires interaction
mechanisms grounded in the elements of the representation
itself, letting analysts express intent directly on the artifacts
they are inspecting.

To address these challenges, we present AdaLens (Agentic
data analysis Lens), an interactive system for monitoring
and steering long-running agentic data analysis. For DC1, we
design a storyline-based representation that supports multi-

granularity inspection by organizing analytical plans, sum-
maries, and atomic insights as visual elements along an evolv-
ing timeline, while preserving analytical lineage by threading
data columns through the storyline as persistent characters
whose participation across steps and findings remains visually
traceable. For DC2, we design steering interactions grounded
in these storyline elements, enabling analysts to redirect the
agent’s analytical direction by acting on summaries, atomic
insights, and data columns (Focus, Ignore, Elaborate) and to
manage the lifecycle of plan threads through direct execu-
tion controls (Create, Launch, Pause, Modify, Terminate). We
evaluate AdaLens through two case studies and a user study.
The case studies illustrate how analysts used the storyline
to monitor evolving analyses and apply both intention-level
steering and execution-level control; the user study reports a
mean System Usability Scale (SUS) score of 87.08 and posi-
tive participant assessments of observability and steerability.

In summary, our core contributions are as follows:

• We formulate the problem of monitoring and steering
long-running agentic data analysis, identifying key chal-
lenges around building legible representations of evolv-
ing analytical processes and enabling precise steering
grounded in these representations.

• We propose AdaLens, an interactive system that inte-
grates a storyline-based representation supporting multi-
granularity inspection and data-grounded analytical lin-
eage with steering interactions that operate at both the
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intention level and the execution level.
• We evaluate AdaLens through two case studies on two

real-world datasets and a user study on representative
analytical tasks.

II. RELATED WORK

We review existing research on empowering data analysis
with LLMs, visualizing data analysis processes, and interact-
ing with LLMs.

A. Empowering Data Analysis with LLMs

Large language models (LLMs) have enabled more open-
ended data analysis through broad domain knowledge and
strong reasoning capabilities [5], and the autonomy granted to
them has grown progressively. Early tools focused on generat-
ing standalone visualizations from natural language [12], [13]
and refining this mapping through prompt scaffolding, few-
shot examples, and multimodal interactions [14], [15], though
effective use still depends on prior analytical skill and careful
inspection of intermediate outputs [16], [17]. Subsequent ef-
forts extended LLM involvement to progressive workflows [1],
[2], [18] that externalize analytical context [19], [20] and
support iterative exploration, report adaptation, and hypothesis
refinement [10], [21], [22]. These systems shift the LLM’s
role from producing standalone artifacts to coordinating an
evolving analytical process, though multi-step reasoning and
intent disambiguation remain challenging [23], [24]. More
recently, autonomous agents integrate planning, tool use, and
iterative refinement for end-to-end workflows [3], [4], [25],
[26], with some extending to automated report writing and nar-
rative generation [27], [28]. However, benchmarks suggest that
reliably achieving fully autonomous analysis remains an open
challenge [29]–[32]. Building on this line of work, AdaLens
employs an orchestrator–worker architecture to support long-
running agentic data analysis, enabling autonomous and multi-
step reasoning.

B. Visualizing Data Analysis Processes

Visualizing the data analysis process helps users trace and
revisit how results were reached [33]–[35]. We review such
visual representations at different abstraction levels.

At the data transformation level, systems make intermediate
states visible through live profiling [36], animated pipeline
explanations [37], or inspectable query decompositions [8],
[38]. For LLM-driven analysis, WaitGPT [6] renders streaming
code as real-time dataflow graphs with table glyphs encoding
data shape changes, while ViseGPT [39] visualizes test results
as Gantt charts for error localization.

At the workflow level, flow graphs foreground dependen-
cies among data states and operations. NoteFlow [40] and
NoteEx [19] extract or let analysts define inter-cell data depen-
dencies for bidirectional tracing in computational notebooks,
while Flowco [10] and LightVA [2] use dataflow and task-flow
graphs respectively to structure the authoring and planning
of analysis pipelines. Tree views externalize branching explo-
ration. Data Formulator 2 [20] organizes iterative visualization

authoring into Data Threads for branching and context reuse,
Kang et al. [22] structure hypothesis exploration with ordered
node-link diagrams, and Narrative Scaffolding [41] maintains
branching narrative trees that record reasoning evolution.
Timeline and history views, such as those combining artifact
and search interfaces for fragment-level version foraging [42]
or recording sensemaking provenance for post-hoc analy-
sis [43], help reconstruct how a result was reached.

At a higher abstraction, systems move beyond process
steps to organize findings and track exploration coverage:
InsightLens [9] clusters insights hierarchically with a temporal
minimap, while Snowy [44] visualizes attribute and intent
coverage to guide exploration breadth.

AdaLens frames long-running agentic data analysis as an
evolving narrative and adopts a storyline-based visualization
to jointly support temporal progression, multi-granularity in-
spection, and data-grounded analytical lineage.

C. Interacting with LLMs
Researchers have advanced interaction techniques that give

users more control over LLMs, moving beyond standard
chatbot interfaces.

A core challenge is the “gulf of envisioning” [45]: users
struggle to anticipate how prompts translate into outputs,
which imposes substantial metacognitive demands [46] and
motivates tighter alignment between user intent and model
behavior [47]. To close this gap, one line of work supports
post-hoc inspection, including provenance tracking [48], ex-
planatory diagnostics [8], and empirical studies of analyst
verification behavior [16], [49], while another opens pre-output
intervention points such as editable task decompositions [7]
and externalized intent-to-task mappings [50]. For multi-
agent and code-generation workflows, recent tools provide
checkpoint-based counterfactual replay [51], real-time visual
monitoring of streamed code [6], and constraint-based test
generation for automated error localization [39].

Another stream of research moves beyond single-text
prompting by externalizing plans, context, and semantic struc-
tures as manipulable objects. Several systems externalize in-
termediate plans and processing steps as objects that users
can inspect and edit [52]–[56]. Spatial interfaces move be-
yond linear dialogue by introducing navigable structures such
as interactive node-link graphs [57], multilevel abstraction
hierarchies [58], dimension-driven design-space maps [59],
freeform canvases for side-by-side comparison [60], and ed-
itable conversational memory [61]. Multimodal interaction
further reduces prompt ambiguity by combining natural lan-
guage with direct manipulation, sketching, or dynamically
synthesized widgets [15], [62]–[65]. Beyond richer input
modalities, ProactiveVA [66] shifts the locus of initiative by
letting agents detect user difficulties and offer context-aware
assistance unprompted. These interaction patterns, spanning
structured plans, spatial workspaces, and multimodal or proac-
tive support, have been adopted in iterative data analysis [2],
[18]–[21], [67], data-driven sensemaking and storytelling [22],
[41], [68], and creative authoring interfaces [69]–[72].

Unlike prior approaches designed around turn-by-turn in-
teraction and discrete checkpoints, AdaLens supports inter-
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vention within continuous agentic data analysis through di-
rect manipulation interactions grounded in visible analytical
elements, enabling analysts to steer the evolving analytical
process asynchronously and in situ.

III. INFORMING THE DESIGN

AdaLens is designed for analysts who already use LLM-
based assistants or agentic coding tools in their data anal-
ysis workflows. In these workflows, agents can carry out
multi-step investigations beyond a single prompt–response ex-
change, making it important for analysts to follow intermediate
progress and intervene when useful. To ground the design
of AdaLens in realistic analytical practice, we collaborated
closely with three researchers who actively use such tools
in their data analysis work. We recruited them through di-
rect verbal or instant-messaging invitations and provided no
compensation.1 EA is an assistant professor whose research
focuses on emerging data analytical techniques driven by
agentic LLMs. EB and EC are Ph.D. candidates in time-series
and urban data analysis, respectively, who both frequently em-
ploy agentic LLM tools in processing relevant data. Together,
they bring both research perspective and hands-on experience
using LLM-based assistants and agentic coding tools for data
analysis. The tools they currently use (e.g., ChatGPT [73],
Julius AI [74]) already support extended agentic analysis, but
mainly through natural-language interaction and sequential
textual or code-oriented outputs, motivating our focus on
structured visual oversight to address shared workflow needs
in agentic data analysis.

Our collaboration broadly followed the design study
methodology of Sedlmair et al. [75]. Over approximately six
months, we met with the experts in weekly hour-long sessions
spanning the core phases of the methodology. In the discover
phase, we asked the experts to walk through concrete analysis
scenarios, describe how they would inspect and intervene in an
ongoing agent-driven analysis, and identify what information
they would need to do so effectively. These discussions led
to the problem formulation, current practice challenges, and
design goals described below. In the design and implement
phases, we translated these goals into prototype designs and
continued meeting with the experts to iteratively evaluate
and refine the visual encodings, interaction mechanisms, and
system workflow until the experts confirmed that the design
adequately supported the identified design goals.

A. Problem Formulation

Drawing on our discussions with the experts, we formulate
agentic data analysis as a process in which an agent receives
a high-level analytical goal and a dataset, then autonomously
advances the investigation through repeated cycles of planning,
execution, and synthesis. Unlike turn-by-turn LLM assistance,
its central unit is not a single conversational turn but an
evolving run that persists beyond any single interaction, during
which the agent can pursue several candidate directions con-
currently and revise them as evidence accumulates. Overseeing

1All experts in the formative collaboration and case studies, as well as all
user-study participants, provided informed consent before taking part.

such a process requires analysts to understand its evolving
structure and intervene as it unfolds—a problem we term inter-
active oversight. We characterize a run through the following
recurring analytical elements and their relationships:

• Step. One round in which the system updates the run
state by deciding what to analyze next, executing the
corresponding analysis, and producing the new results.

• Plan and plan thread. A plan is an explicit analytical
intention for one direction of inquiry. A plan thread refers
to the ongoing lifecycle of that direction as it progresses
from pending through active execution to completion, and
may be paused or terminated by the analyst along the way.

• Atomic insight. A fine-grained finding that states a
specific observation about the data, such as a trend, an
outlier, or a correlation, linked to concrete supporting
evidence such as code, plots, and textual outputs.

• Summary. When a thread completes its assigned analy-
sis, the system produces a summary that synthesizes the
resulting atomic insights into a thread-level conclusion.

• Data column. The specific parts of the dataset implicated
in a plan or finding. Data columns recur across multi-
ple threads and steps, providing a persistent connective
medium that grounds the analysis in the underlying data.

These elements do not exist in isolation. We use the term
analytical lineage to refer to the web of relationships that
connects them: plans initiate threads, completed threads yield
atomic insights that are synthesized into summaries, and
those findings can motivate, refine, or constrain later plans
in subsequent steps. This lineage is inherently difficult to
follow because threads run concurrently within each step, data
columns split across those threads and reconverge in later
steps, and each completed thread produces a nested hierarchy
of summaries and insights with their own internal structure.
The underlying data unifies this lineage: every element is
grounded in specific data columns, plans target them, insights
are derived from them, and threads operating on overlapping
columns share observable data grounding and are analytically
related through their common data involvement even when
they belong to different steps. Shared data therefore provides
a natural connective tissue through which analytical lineage
can be traced and made visible.

B. Challenges in Current Practice

Across our ongoing collaboration with the experts, we iden-
tified three recurring practice challenges in their experiences
with long-running agentic data analysis. Specifically, PC1 and
PC2 characterize the observability challenge (DC1), whereas
PC3 characterizes the steerability challenge (DC2).

PC1: Analysts struggle to inspect the accumulating
analytical artifacts of a run. As a run progresses, it con-
tinuously produces analytical artifacts at multiple levels of
granularity, ranging from run-level steps and analytical plans
to fine-grained findings and supporting evidence. Current tools
often do not organize these artifacts for structured inspection,
leaving them difficult to access, locate, or inspect. Analysts
may therefore need to locate and review relevant information
across extensive intermediate outputs, making it difficult to
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examine specific findings without losing sight of the run’s
overall state. For example, EB described intermediate conclu-
sions as difficult to inspect and follow up on in context, while
EC reported having to explicitly save scripts and intermediate
artifacts that would otherwise remain temporary and difficult
to manage or inspect. EA further noted that existing end-to-
end tools often prioritize final reports while providing little
structured access to the underlying analytical process, making
intermediate steps cumbersome to trace.

PC2: Analysts struggle to trace the evolving analytical
structure of a run. A run can unfold through multiple ana-
lytical directions that proceed concurrently and extend across
successive steps. Although intermediate outputs collectively
document the activities and findings produced throughout the
run, the relationships among these analytical artifacts and
their grounding in the underlying data remain implicit. Con-
sequently, analysts find it difficult to reconstruct the analytical
structure of the run and understand how it evolved as a
connected process. For example, EC used a separate collabo-
rative document to record analytical plans and track progress.
However, EC noted that loose and sometimes outdated links
among the document, intermediate artifacts, and results could
obscure the overall analytical trajectory. EB likewise found it
difficult to connect intermediate conclusions to the informa-
tion from which they were derived, as the conclusions were
numerous, inconsistently presented, and sometimes embedded
in the agent’s intermediate reasoning.

PC3: Analysts struggle to intervene effectively in a run
as it unfolds. As a run unfolds, analysts may identify promis-
ing directions to pursue, irrelevant directions to deprioritize,
unproductive plans whose execution should be adjusted, or
new analytical ideas worth exploring. In current practice, an-
alysts largely rely on natural-language instructions to express
such intentions, requiring them to translate their judgments
and relevant analytical context into actionable requests. Con-
sequently, they find it difficult to intervene efficiently and pre-
cisely, both in redirecting future investigation and in regulating
the execution of ongoing plan threads. For example, the tools
used by EC did not support pausing an ongoing execution,
and modifying or terminating one task required interrupting
the overall analytical process. EB reported that steering a
direction that emerged during a run required repeated follow-
up questions to reconstruct its context, and EA similarly noted
that current agentic tools offered limited support for redirecting
the analysis when an agent began to drift from the high-level
analytical goal.

C. Design Goals

From the practice challenges above, we derive four design
goals for interactive oversight in long-running agentic data
analysis. G1 and G2 address the observability challenges
identified in PC1 and PC2, respectively, while G3 and G4
address the intervention challenge described in PC3 at the
levels of analytical direction and ongoing execution.

G1: Represent analytical elements across multiple levels
of granularity. The system should expose the key elements
of a run, from active plan threads and step-level progress to

summaries, atomic insights, supporting evidence, and involved
data columns. Such a multi-granular representation is neces-
sary because analysts overseeing long-running analyses need
to alternate between global orientation and close inspection
of specific findings. It should support fluid navigation across
these levels so that analysts can shift between monitoring
overall progress and examining individual results.

G2: Visualize data-grounded analytical lineage across
plans, summaries, and atomic insights. The system should
make visible how plans, summaries, and atomic insights
relate to one another through the data columns they share.
Since overlapping data columns connect elements both within
and across steps, they provide a structural basis for tracing
how the process evolves, how threads diverge or converge,
and how findings share data grounding. This goes beyond
exposing isolated artifacts: analysts should be able to follow
the data-grounded continuity of the run rather than manually
reconstruct it from scattered outputs.

G3: Steer analytical direction by interacting with visible
elements. The system should allow analysts to influence what
the agent investigates next by acting on the summaries, atomic
insights, and data columns they observe, signaling which di-
rections to prioritize, suppress, or deepen. Such steering should
be grounded in visible elements of the ongoing run, enabling
analysts to express intentions precisely and in context. This
reduces the burden of reconstructing and restating accumulated
context through free-form natural language.

G4: Regulate the lifecycle of ongoing plan threads. The
system should allow analysts to create, launch, pause, modify,
and terminate plan threads as the run evolves. This control
is necessary because the value of a thread can change over
time, and analysts need to coordinate computational effort
with emerging findings and domain knowledge. These actions
should take effect during the run without requiring analysts to
interrupt the overall analytical process.

IV. ADALENS

This section first presents the orchestrator–worker frame-
work that drives AdaLens (section IV-A). It then describes how
the coordinated views, particularly the storyline visualization,
help analysts understand the ongoing analytical process (DC1;
section IV-B) and how the interaction mechanisms enable
analysts to steer and control the run (DC2; section IV-C).
Finally, it provides implementation details (section IV-D).

A. System Framework

Building on the process model in section III-A, AdaLens
instantiates agentic data analysis as an autonomous and multi-
step process while preserving observability and steerability
for analysts throughout the run. To drive the autonomous
workflow, AdaLens adopts an orchestrator–worker architecture
consisting of an orchestrator agent and multiple worker agents.
The orchestrator handles high-level reasoning and orchestrates
the overall analytical process (fig. 2B). At each analytical step,
the orchestrator decides how the workflow should proceed,
including whether to generate new plans, dispatch them to
workers, evaluate the progress, and synthesize findings. Each
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Fig. 2. AdaLens framework for interactive oversight in long-running agentic data analysis. Analysts steer the run through intention-level actions and execution-
level controls (A). The orchestrator manages context integration, plan creation, report generation, and progress evaluation (B). The orchestrator dispatches plans
to parallel workers whose analyzer and summarizer produce summaries and atomic insights with supporting evidence (C), and these intermediate analytical
elements are surfaced through the chat, inspector, and storyline views (D).

worker is responsible for executing a specific analytical plan
issued by the orchestrator (fig. 2C). Internally, it comprises
two sequential components: an analyzer (fig. 2C1) and a sum-
marizer (fig. 2C2). The analyzer performs iterative reasoning
and analysis under a ReAct-style prompting paradigm [76], in-
cluding generating code, executing it, interpreting intermediate
results, and reflecting on the current progress. The summarizer
then consolidates the analysis process and outcomes into
a structured finding hierarchy, including a summary and a
set of atomic insights, each linked to concrete supporting
evidence (e.g., code, plots, and textual outputs). These findings
are returned to the orchestrator and utilized as context for
subsequent decision-making.

Complementing this autonomy, AdaLens is designed to keep
analysts informed and in control throughout the long-running
analysis. To support observability, the system preserves essen-
tial analytical artifacts produced during execution, including
plans, summaries, atomic insights, and their supporting evi-
dence, making them available for inspection on the user inter-
face (fig. 2D) at any point. To support steerability (fig. 2A), the
system captures analyst interventions in real time at both the
intention level for the orchestrator (fig. 2A1) and the execution
level for workers (fig. 2A2), enabling the analysis to adjust
its trajectory without terminating and restarting the run. These
two mechanisms form the architectural basis for the interactive
oversight features detailed in the following sections.

B. Understanding the Ongoing Analytical Process

To maintain the observability of the ongoing analytical pro-
cess for analysts (G1, G2), AdaLens organizes the analytical
elements introduced in section III-A into three coordinated
views: the storyline view (fig. 1B), the chat view (fig. 1A),
and the inspector view (fig. 1C). They reveal how the analysis
is structured and proceeds, how findings accumulate over time,
and what evidence supports each result.

1) Storyline View: Inspired by storyline visualization tech-
niques [77], [78], we conceptualize long-running agentic data
analysis as an evolving narrative. To elucidate this dynamic
progression, the storyline view integrates diverse analytical
elements into a unified temporal representation, serving as
AdaLens’s primary interface. We detail its visual elements,
layout design, design rationale, and inspection-oriented inter-
actions below.

Visual elements. The storyline view visualizes three types
of key analytical elements (section III-A) at multiple levels
of granularity (G1). (1) Plans and summaries. Plan threads
dynamically appear as analytical cards (fig. 1B4) showing the
plan description and execution status (e.g., pending, analyzing,
summarizing, completed, terminated, or failed). Once a thread
completes, it is converted into a summary card (fig. 1B7)
displaying a brief label and extracted atomic insights. These
cards form the backbone of the storyline, marking key an-
alytical events and conclusions as the analysis progresses.
(2) Atomic insights. Within each summary card, AdaLens ex-
poses fine-grained findings as atomic insight glyphs (fig. 1B6)
arranged in order of generation. Glyph size reflects an im-
portance score computed from statistical indicators (impact
and significance) combined with LLM-judged interestingness.
Insight types are informed by [9], [79] and encoded with
distinct glyphs (fig. 1B2). This design helps analysts quickly
identify important insights and navigate between high-level
summaries and detailed findings without leaving the storyline
view. (3) Data columns. To visualize recurring data ground-
ing, we render data columns (fig. 1B5) as characters in the
narrative of a long-running agentic data analysis. The label
size of each column character reflects the number of atomic
insights involving that column in the corresponding analytical
step, visually conveying the extent of its involvement in that
step. At the beginning of each step, these characters emerge

and split into multiple instances that join different
analytical events. During execution, these column instances
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visually converge into the summaries and insights in
which they are involved. At the end of each step, they merge
back into their original columns and either exit or
continue into the subsequent step, depending on whether
they remain involved in the next step. Through this metaphor,
analysts can naturally follow how data columns dynamically
participate across the analytical process and how findings
remain grounded in the data.

In addition to these core elements, the storyline view
includes report anchors (fig. 1B3), which are compact markers
for the orchestrator’s stage-level or final textual syntheses.
Each anchor in the storyline links to the corresponding detailed
report in the chat view.

Layout design. To make the analytical lineage defined in
section III-A legible within a single temporal workspace (G2),
the layout arranges the storyline elements and connects them
through column-character trajectories while maintaining visual
clarity, compactness, and stepwise progression. It follows a
timeline-based storyline metaphor in which analytical steps are
arranged from left to right and the view alternates between
finding regions (fig. 1B9) and converge regions (fig. 1B10).
A finding region corresponds to one analytical step and con-
tains summary cards with their nested atomic-insight glyphs,
whereas a converge region lies between adjacent finding
regions and gathers the column threads that continue from one
step to the next. This alternation makes visible how recurring
data columns are distributed across findings within a step and
either exit or continue into subsequent steps.

These spatial relations have specific meanings. Horizontal
placement encodes stepwise progression; cards grouped within
a finding region belong to the same analytical step, and atomic-
insight glyphs nested within a card belong to that summary. A
column trajectory entering a card or glyph indicates that the
corresponding artifact involves that column. Within a converge
region, instances of the same column merge into a shared
lane when the column continues across adjacent steps, then
split toward the artifacts that involve it in the next finding
region. The vertical order of these lanes is inherited from
the preceding converge region and adjusted through ordering,
alignment, and compaction to preserve trace continuity and
reduce crossings and wiggles. Thus, vertical proximity mainly
reflects the inherited ordering and compaction of column
trajectories, rather than an additional encoding of similarity
or relationship strength.

Our optimization principle follows StoryFlow [80]: order-
ing, alignment, and compaction are used to reduce cross-
ings and wiggles while keeping the layout compact. Unlike
classical storyline layouts, however, our setting evolves in-
crementally, may branch into concurrent analytical threads,
and contains nested finding structure rather than a flat set
of entities. We therefore apply these operations progressively
from left to right instead of recomputing the entire story-
line offline. In this adaptation, the finding/converge-region
structure and the treatment of each summary card as a lo-
cal storyline are design choices for representing incremental
agentic runs. The algorithmic component is the repeated local
application of ordering, alignment, and compaction, retaining
the classical objective of preserving trace continuity, reducing

crossings and wiggles, and keeping the visualization clear
and compact. When a new finding region appears, it inherits
the solved column order from the left converge region to
arrange summary cards and their incoming boundary threads;
within each summary card, atomic insights are treated as
a local storyline whose column threads are again ordered,
aligned across adjacent insight positions, and compacted under
spacing constraints. When a new converge region is created,
threads belonging to the same column are merged into a
shared converge lane; when the next finding region appears,
those lanes split again toward different summary cards and
further converge onto the relevant insight glyphs. By reusing
the same StoryFlow-inspired principles locally at each tran-
sition, the layout remains stable while accommodating newly
arrived summaries, atomic insights, and columns. Additional
implementation details of the progressive layout algorithm are
deferred to the supplementary material.

Design rationale. During the design process, we consid-
ered both topology-oriented and chronology-oriented repre-
sentations for organizing an evolving run. Topology-oriented
representations, such as tree, node-link, and dataflow views,
can convey ordered progression, branching, and dependencies,
but generally assume an explicit topology among entities. An
analytical run instead combines successive steps, concurrent
plan threads, containment relationships between summaries
and atomic insights, and the recurring involvement of data
columns without conforming to a single tree, dependency
graph, or dataflow structure. Encoding these heterogeneous
relationships uniformly as nodes and edges could therefore
impose structural semantics that are not consistently present.
Chronology-oriented representations, such as Gantt-style time-
lines and card-based history views, can effectively organize
stepwise progression, execution status, and accumulated ana-
lytical artifacts, but typically retain data columns as attributes
of individual artifacts or expose their recurrence through
additional links. This local encoding leaves analysts to recon-
struct how the same data dimensions recur across concurrent
threads, findings, and successive steps. We therefore selected
a storyline representation that organizes plans and summaries
as analytical events, embeds atomic insights as nested find-
ings, and represents data columns as persistent characters
connecting the events in which they participate. In this way,
the storyline preserves stepwise progression while making the
data-grounded continuity across otherwise distributed analyti-
cal artifacts directly visible.

Inspection-oriented interactions. The storyline view fur-
ther supports understanding through a set of inspection-
oriented interactions. Analysts can directly select plan cards,
summary cards, atomic insights, and report anchors to activate
the corresponding inspection state, with the inspector and
chat views synchronized to reveal the associated detailed
information. The selected elements will be highlighted to help
analysts maintain their focus. Hovering over an atomic insight
glyph or a summary card displays a popover (fig. 1B8) with
detailed descriptions on the fly, allowing analysts to quickly
scan and understand key findings without leaving the storyline
view. The view also supports highlighting findings by selecting
data columns and insight types of interest. In addition, the
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view supports horizontal panning and zooming, helping users
navigate large storylines flexibly.

2) Chat View: The chat view (fig. 1A) presents an analysis
run as a conversation list that records executed actions, agent
responses, and generated reports. In addition to the initial
analytical goal and subsequent user messages, it displays a
sequence of system-generated entries corresponding to distinct
stages of the workflow, including orchestrator thinking, plan
creation, plan dispatch, progress evaluation, finding synthesis,
and report generation. For dispatched plans, the view embeds
compact plan cards (fig. 1A1) showing each plan’s current
status and any corresponding summary produced from that
plan. Stage-level and final reports (fig. 1A2) further include
inline references to the corresponding summary cards or
atomic insights in the storyline view, allowing analysts to
move from textual reports to their associated visual context.
The panel header also provides access to prior conversations,
allowing users to switch between runs while preserving the
current run context. Within a run, the chat view is coordinated
with the other views: plan cards and summary entries can
be selected from the conversation history, and items shown
elsewhere in the interface can be traced back to their textual
records. As a result, the chat view functions not merely as a
transcript, but as a chronological record of how the analytical
process progresses through planning, execution, and synthesis.

3) Inspector View: The inspector view (fig. 1C) enables
analysts to move from process-level awareness to detailed
examination of intermediate outputs through the coverage grid
and the detailed view.

The coverage grid (fig. 1C1) summarizes how extracted
atomic insights are distributed across insight types and dataset
columns, with color intensity encoding the degree of coverage.
The detailed view (fig. 1C2) supports multiple inspection
modes depending on the current selection. Selecting a plan
activates a plan-focused mode, which presents the plan de-
scription, current execution status, and an analysis stream
composed of live or recovered artifacts such as generated code,
textual outputs, error messages, reflections, and plots. This
mode allows analysts to inspect how an individual analytical
task was carried out, including partially completed or failed
executions. Selecting a summary or atomic insight activates
a finding-focused mode. In this mode, the inspector presents
the source task, the summary text, and the associated atomic
insights. Each atomic insight is shown together with its tax-
onomy type, related data columns, importance-related metrics,
and linked evidence, including a plot preview and expandable
code and output panels. In addition, analysts can select data
columns, insight types, or individual cells in the coverage grid
to filter and inspect the corresponding atomic insights, which
can be further prioritized by their importance. Together, these
coordinated inspection modes help analysts trace high-level
findings back to the concrete artifacts that support them.

C. Steering the Ongoing Analytical Process

To help analysts steer the ongoing analysis (G3, G4),
AdaLens enables direct interaction with meaningful analyti-
cal elements in the interface, supporting both intention-level

steering of the analytical direction and execution-level control
of ongoing plan threads.

1) Intention-Level Steering via Visual Elements: To op-
erationalize G3, AdaLens supports three recurrent intention-
level steering actions (fig. 1B1): FOCUS, IGNORE, and ELAB-
ORATE. Rather than relying solely on free-form prompting,
analysts issue these actions directly from visual elements in
the storyline view, and AdaLens incorporates the resulting
steering requests together with information from the selected
elements into the orchestrator’s context at the next analytical
step. Within this mechanism, FOCUS and IGNORE redirect
subsequent planning around selected summaries, insights, or
columns, while ELABORATE requests a narrower follow-up on
a selected summary or insight.

FOCUS. Analysts use FOCUS when they find one or more
directions particularly promising and want the system to

continue investing effort in those directions. For example, after
noticing salient keywords in a finding or deciding to further
examine specific data columns, analysts may want the system
to prioritize those directions in subsequent analysis. To issue
a focus action, the analyst first activates the FOCUS pen and
then clicks a summary card, an atomic insight glyph, or one
or more column characters. For summary cards and atomic
insight glyphs, the interaction opens a popover that provides
topic keywords distilled from corresponding text, an editable
preview of the steering request, and the relevant summary
or atomic text as optional background context. For column
characters, the analyst can stage and toggle multiple selected
columns before confirmation. After confirmation, AdaLens
records a structured focus request and biases subsequent
planning toward devoting more effort to the selected topics,
while allowing already running plan threads to continue.

IGNORE. Analysts use IGNORE when a direction appears
redundant, low-value, or misaligned with the evolving

analytical goal. For example, if the system keeps revisiting
the same low-yield columns or repeatedly expands a branch
that the analyst judges unhelpful, the analyst can suppress
that direction before additional time and tokens are spent
on it. The interaction largely mirrors FOCUS. The analyst
activates the IGNORE pen and selects a summary card, an
atomic insight glyph, or one or more column characters.
Summary- and glyph-level selections open the same keyword-
and preview-based popover, while column-level selections
support staged multi-column selection before confirmation.
After confirmation, the resulting steering message tells the
orchestrator to avoid future investigation along those directions
unless they later become necessary for answering the main
goal. Existing running plan threads are not cancelled, but
subsequent planning shifts away from the ignored target.

ELABORATE. Analysts use ELABORATE when a finding
is important but still underspecified, and they want the

system to explain it in greater depth rather than branch broadly.
For example, after seeing an unusual atomic insight or a
summary whose meaning is still unclear, an analyst may want
the system to further unpack what drives that result and why it
occurs. To do so, the analyst activates the ELABORATE pen and
clicks either a summary card or an atomic insight glyph; unlike
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FOCUS and IGNORE, ELABORATE does not target columns.
The interaction opens a compact confirmation popover cen-
tered on the selected finding, without the keyword chooser
used by the other two actions. After confirmation, AdaLens
issues a narrowly scoped elaboration request that encourages
the orchestrator to continue investigating the explanation,
mechanism, and root causes of that specific insight while
avoiding unnecessary branching into unrelated new plans.

2) Execution-Level Control by Regulating Plan Threads:
To operationalize G4, AdaLens supports a set of execution-
level control actions spanning the plan lifecycle, including
creating, launching, pausing, modifying, and terminating plan
threads. AdaLens supports these actions directly on plan cards,
giving analysts fine-grained control over the execution of
analytical tasks.

CREATE adds a user-authored plan thread for a direction
not covered by the current set. The analyst right-clicks

a blank area in the storyline view and enters a new plan in
the popover. If a dispatch is already in progress, the new plan
joins the current batch; otherwise, it is dispatched at the next
analytical step.

LAUNCH starts a pending plan thread or resumes a
paused one from its preserved phase immediately, rather

than waiting for later scheduling.
PAUSE suspends a running thread that is not urgent
enough to continue consuming time and tokens but may

be worth revisiting later. AdaLens preserves the thread’s
current execution phase and removes it from active execution
until the analyst explicitly resumes it.

MODIFY revises a plan whose direction remains valuable
but whose formulation needs adjustment. To do so, the

analyst first pauses the thread if it is still running, then clicks
the modify button on the plan card and edits its description.
After confirmation, AdaLens updates the plan and keeps the
thread available for relaunch under the revised formulation.

TERMINATE permanently stops a thread judged clearly
unhelpful. For pending or paused threads, termina-

tion takes effect immediately; for actively running threads,
AdaLens stops the thread after its current operation completes.
The terminated thread is removed from subsequent execution.

D. Implementation
We developed AdaLens as a web-based application us-

ing a client–server architecture, with a React-TS frontend
and a Flask-based Python backend. The backend exposes
HTTP endpoints for execution and steering requests, and
streams real-time events and generated artifacts to the fron-
tend via Server-Sent Events (SSE). The system is model-
agnostic by design. At the time of implementation, we
used gemini-3.1-pro-preview for global orchestration
and gemini-3.1-flash-lite-preview for workers
through an OpenAI-compatible provider. Further implemen-
tation details are provided in the supplementary material.

V. CASE STUDY

This section presents two case studies and expert interviews
to examine how AdaLens supports analysts in monitoring and

Fig. 3. Case 1 (Stages 1–2): using AdaLens to initiate the investigation of the
ambiguous hot_degree metric in a Twitter dataset and regulate candidate
plans. (A) ED starts from a focused chat request asking which columns
relate to hot_degree. (B) When two candidate plans appear in parallel
with their execution states, ED pauses both, reviews them, terminates the
categorical/boolean branch, and launches the branch on numerical variables.

steering agentic data analysis while pursuing their analytical
tasks. Together, the cases cover complementary forms of inter-
active oversight: observing process progression, findings, and
data involvement through the storyline view, and interacting
with its analytical elements for intention-level steering and
execution-level control. We invited two external analysts with
domain expertise and practical experience using LLM-based
tools for data analysis, neither of whom was involved in the
design of AdaLens, to use the system to analyze datasets from
their respective domains. Each session lasted approximately
one hour and followed a think-aloud protocol, after which we
interviewed the experts to gather their feedback. Although the
sessions were bounded in duration, each analysis unfolded
through successive stages as multiple analytical directions
emerged and plans and findings accumulated. This progression
allowed us to examine how the experts monitored the evolving
process, regulated execution, and steered subsequent analysis.

A. Case 1: Goal-Oriented Analysis of Social Media Data

Expert D (male, ED) is a data analyst with two years
of experience in social media data analysis. For this case,
ED provided a crawled Twitter dataset in which each row
represents an individual tweet and includes the post text, post-
ing context, user-account statistics, and engagement measures.
Among these variables was a metric labeled hot_degree,
whose meaning was ambiguous and whose relationship to
other variables was unclear to him. ED wanted to clarify what
factors were associated with hot_degree before relying on
it further, as this metric could affect how the dataset was
interpreted in subsequent analysis. He therefore used AdaLens
with a focused goal: to identify how hot_degree related to
the other columns in the dataset.

Stage 1: Initiating analysis with a focused question. ED
uploaded the dataset and typed his question in the chat view
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P9) also noted that the steering actions made the relationship
between intervention and subsequent analysis more visible,
helping them understand how their guidance affected later
steps. The recordings also captured participants actively using
these steering interactions during free-form exploration: 9/12
participants independently identified analytical directions of
interest in the storyline and used FOCUS or ELABORATE to
initiate follow-up analysis. Among them, five further edited the
generated steering prompts to add more specific instructions.
However, some participants (P7, P8) pointed out that using
these interactions effectively still required users to keep up
with the agent’s progress and maintain a clear understanding
of the current analytical structure.

Perceived contrast with chat-based workflows. In this
self-reported comparison, all participants (12/12), drawing on
their prior LLM-use experience, felt that AdaLens would better
support long-running agentic data analysis workflows than a
chat-only interface. Participants (P1, P2, P4, P6, P7, P8, P9)
emphasized that it supported a different mode of work from
chat-only systems. P8 described this difference succinctly:
“The interaction shifts from a cycle of asking, getting a result,
and then adding more conditions, to adjusting the analysis in
real time through the graphical interface.” Several participants
(P1, P2, P4, P7, P8, P9) noted that this reduced the need
to reconstruct context or rewrite extensive prompts when
continuing the analysis. Participants (P3, P4, P11, P12) further
remarked that, relative to their prior experience with pure
chat interfaces, AdaLens felt more grounded and trustworthy
because they could inspect the running analysis rather than
diagnose problems only after a final answer was produced.

Suggestions. Participants also proposed several concrete
suggestions for AdaLens, mainly around more explicit hints
for visual elements and interactions (P1, P4, P8, P10, P11).
Others focused on scalability and layout organization, recom-
mending more compact layouts to accommodate numerous
analytical elements (P2, P9), reduced visual clutter (P2, P5,
P7, P9), and clearer ordering of important items (P10, P12).
These suggestions highlight opportunities to further improve
the learnability and usability of the system.

VII. DISCUSSION

In this section, we reflect on the implications and lessons
learned from AdaLens, then discuss its limitations and direc-
tions for future work.

Implications. We discuss this from three perspectives:
Interaction paradigm. Our evaluation suggests that long-

running agentic data analysis would benefit from interfaces
beyond prompt–response exchanges: analysts tracked evolving
run state, examined accumulated context through the storyline,
and intervened mid-run, indicating that continuous monitoring
and in-situ redirection are important interaction requirements
for this setting.

Techniques. This work extends classical storyline visualiza-
tion by framing long-running agentic data analysis as an evolv-
ing narrative: plan threads are represented by plan cards that
become summary cards upon completion, marking analytical
events; atomic insights represent fine-grained findings nested

within completed summaries; and data columns act as persis-
tent characters whose trajectories connect the analytical events
and findings that involve them. This mapping unifies analytical
elements of different granularity in a temporal representa-
tion that preserves data-grounded analytical lineage across
steps. To support ongoing runs rather than post-hoc histories,
the progressive layout incrementally extends the storyline as
new analytical elements arrive, preserving previously rendered
context while maintaining visual clarity and compactness.
Across the case studies, the storyline served not only as a
representation for monitoring evolving analytical elements and
their data-grounded lineage, but also as an interaction surface
for steering the ongoing analysis. Grounding monitoring and
steering in the same visible elements allowed analysts to
translate what they noticed into contextualized actions.

Applicability. Both the focused social-media case and the
exploratory NBA case suggest that combining conversational
framing with structured visual oversight can support both
directed follow-up and open-ended exploration. This combi-
nation may generalize to other long-running agentic work-
flows, such as automated report generation or iterative model-
building pipelines, where analysts similarly need to monitor
evolving state and intervene selectively.

Lessons learned. Four lessons emerged from the design of
AdaLens. First, effective oversight benefits from semantically
meaningful, multi-granular abstractions rather than exhaustive
exposure of low-level traces, because analysts naturally rea-
soned in terms of plans, findings, and data columns. Second,
observability and steerability become more coherent when they
are built on the same analytical objects, allowing users to move
directly from understanding to intervention without restating
accumulated context elsewhere. Third, because long-running
analyses expand incrementally and branch over time, layout
stability is not merely presentational but essential for pre-
serving orientation and maintaining the visibility of analytical
lineage as new findings arrive. Finally, richer oversight must
balance expressiveness with learnability and scalability, as
participants’ feedback on insight glyphs, steering operations,
and storyline density showed that expressive interfaces also
require clear guidance, visual simplification, and scalable
organization.

Limitations and future work.
(1) Our current evaluation offers an initial assessment of

AdaLens through case studies and a task-based user study.
While the results indicate promising support for monitoring
and steering evolving, multi-step agentic data analyses, longi-
tudinal, in-situ, and comparative studies involving analytical
runs of longer duration are still needed to examine how these
benefits carry over to extended real-world use.

(2) AdaLens is currently instantiated in a structured-data set-
ting, and its storyline deliberately uses recurring data columns
as a persistent connective layer for representing analytical
lineage. Shared columns reveal common data involvement,
but they are limited in their ability to explicitly reveal other
relationships among analytical elements, such as semantic
relatedness, causal dependence, shared conclusions, or data
provenance. Future work can extend this foundation with
complementary relationships based on hypotheses, assump-
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tions, operations, models, results, or finer-grained row-level
provenance, and examine how these abstractions generalize to
richer data modalities and workflows.

(3) As runs become longer and denser, maintaining read-
ability and orientation remains an important design challenge.
The user feedback on more compact layouts and clearer
guidance suggests opportunities to further improve scalability
and usability, while the quality of the interface also depends
on the quality of backend summarization. Future work could
explore multiscale storyline abstractions, richer interaction
feedback, and tighter integration between interface design and
backend support.

VIII. CONCLUSION

In this paper, we presented AdaLens, an interactive system
for monitoring and steering long-running agentic data analysis.
Through close collaboration with three researchers experi-
enced in agentic data analysis, we formulated this problem and
identified two key design challenges. We designed AdaLens
around a storyline-based representation with a progressive lay-
out, together with steering interactions grounded in analytical
elements. Through two case studies and a user study, we
examined how AdaLens supports analysts in monitoring and
steering long-running agentic data analysis.
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